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Introduction: This paper proposes a classifier based on a diffusion model for human activity 
recognition. To this end, we introduce three architectures: (1) the representation-conditional diffusion 
transformer, (2) the first classifier, RepcondFormer, and (3) the second classifier, RepcondClassifier. 
Experimental results show that RepcondFormer outperforms in all datasets, while RepcondClassifier 
performs better in three datasets when fine-tuned. 

Approach: Our proposal model is based on the class-conditional diffusion transformer provided by 
DiT[1], which uses a Transformer architecture instead of UNet. The representation-conditional 
diffusion transformer integrates a transformer encoder that processes sensor data input, encoding a 
sliding window into a representation. After training out representation-conditional diffusion 
transformer, we explore two approaches in the subsequent experiments. The first approach involves 
building a classifier, named RepcondFormer, by fine-tuning the internal Transfomer encoder. The 
second approach involves constructing the classifier RepcondClassifier, whitch generates 
classification results from a diffusion transformer tuned with class-conditional labels. 

Results and Discussion:  

 

 
 
 
 
 
 
 
RepcondFormer outperforms in all datasets. Specifically, 
the F1 score improved by 3.29% for the WISDM dataset. 
RepcondClassifier performs better in three datasets: 
ADL, Opportunity, and PAMAP2 (Table1).  
Fig1 illustrates signals generated for specific class labels 
from the perspective of signal generation. When using 
RepcondClassifier, we fine-tune the diffusion trans-
former with class labels. Subsequently, signals are 
generated conditioned on these class labels. The figure 
presents results using the PAMAP2 dataset The activity 
labels are plotted from top to bottom. The left column 
shows randomly extracted signals from the original data, 
while the right column displays signals generated 
conditioned on the class labels. It appears that relatively 
distinct signals are being generated for each activity. The 
differences between the ground truth and the generated 
signals may be attributed to the fact that only a small 
portion of the overall data could be plotted. 

Table 1: Figure shows the results in downstream task of human activity recognition. 

 

 
Fig 1: Figure shows signals generated for 
each class. 8 activity classes in the PAMAP2 
dataset are plotted. The left figure shows the 
signals that are ground truth data. The right 
figure shows signals generated by 
conditioning on each class label. 
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